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Abstract
In this report, a classifier combining face detection, gender classification, and age
estimation based on the graphical model structure is proposed. Two popular features,
LBP (local binary pattern) and SIFT (scale invariant feature transform), are exploited
in our work, and three different graphical model structures considering spatial
information and hidden topics are proposed and implemented. The experimental
results showed that our model performs a little bit worse than SVM (support vector
machine), and the comparisons between global / local features and discrete /
continuous features are also presented and discussed. Until now, the model we
proposed hasn’t been well-tuned, and we’ll try to improve it for the future works.
1. Introduction
During the past two decades, human face detection, recognition, and other related
works (such as facial expression classification, gender classification, pose estimation,
and age estimation) have attracted significant attentions in the computer vision and
pattern recognition disciplines. They are widely applied in human-computer interface,
human tracking and surveillance systems, image retrieval, automatic digital camera
focusing, etc. In most of the literatures proposed towards these applications, each task
is discussed and solved individually, not incorporatedly and simultaneously. This kind
of treatment gets rids of valuable joint information and makes works much harder. For
example, in face detection, different lighting conditions, skin colors, facial
expressions, human ages, and poses result in intrinsic variation among the same object
we want to detect, and if all these aspects can be considered explicitly rather than
implicitly, a better performance is likely to be achieved.
The graphical model we have learned during this semester provides a great
framework to combine several tasks together. Links can be explicitly made between
features and tasks if we expected that they may have some relationships, and during
the model training, other implicit connections can be explored and extracted. In
addition, missing features can be easily dealt with by marginalization, which makes
partial ground truths available and subtasks achievable from a large and
comprehensive graphical model structure. The programming tools, PGM tool,
generated by the course teaching assistant, En-Shi Yen, also provides an easy interface
to build the graphical mode structure and execute both training and interference

procedures. For our final project, we focused on using graphical models to combine
some face related works together and see if we can achieve better performance.
Four tasks, Face detection, Pose estimation, Gender classification, and Age
estimation (which is called the FPGA classifier as our project title) are considered in
our final project. The window-shifting method is utilized as our basic classifier
structure, which will be discussed in Section 2. Among many proposed features for
face related works, LBP (local binary pattern) and SIFT (scale invariant feature
transform) are selected because of their popularity and robustness against scale,
illumination, and orientation variation. Spatial information and hidden topics are also
considered to increase the strength and dimensionality of features and make the
classifier much more robustness. Besides, the PGM tool only supports discrete
features, so several discretization processes such as feature selection and quantization
are required before feeding data into the system. Fig. 1 shows the flowchart of our
project.
During the implementation, some problems are faced and our modeling has been
slighted changed. The databases for pose variation are hard to gather and combined
with other database (gender and age of the pose databases are mislabeled). In addition,
the number and definitions of each pose class are difficult to decide, so in the final
work, we discard the pose estimation task. The PGM tool seems not efficient to deal
with variables with lots of possible values (over 100 to 1000), so until the deadline,
we haven’t got the results of hidden topic structures and SIFT features.
The report is organized as follows: In Section 2, some related works about face
detection, pose estimation, gender classification, and age estimation are introduced. In
Section 3 and Section 4, the adopted features, preprocessing steps such as image
processing and discretization, and the proposed graphical model structures are
described in detailed. Section 5 presented the experimental results and project
discussion, and finally the conclusion and future works are given in Section 6.
2. Overview About Face Related Works
In this section, a brief introduction about previous and related works of face detection,
pose estimation, gender classification, and age estimation that we have surveyed is
presented.
2.1 Face detection
Among all these tasks, face detection has the longest history and has attracted the
most attentions in the past few decades. There have been lots of face detection
techniques proposed in this period. In the following we briefly review some
significant works, and comprehensive surveys can be found in [1], [2]. Face detection

techniques could be generally classified into two groups: featured-based and
window-shifting based. The featured-based methods exploit skin color detection and
facial feature extraction (ex. Eye, mouth, and nose, etc.) to quickly collect several face
candidates, and detailed verification is further performed to improve the detection
performance. For example, Leung et al. [3] applied multi-orientation, multi-scale
Gaussian derivative filters for facial feature extraction, and then used the random
labeled graph matching as well as the statistical model of the mutual distance between
these features to check each face candidate. Techniques proposed by Hsu et al. [4] and
Saber et al. [5] both combined skin-color detection and facial feature locali zation in
the sequential manner for face detection, and Hsu et al. further proposed a color
constancy method to adjust the image pixel values under different lighting condition
for robust skin detection.
The window-shifting methods generate face classifiers based on a selected window
size, and examine different translations, scales, and orientations in an image to detect
faces. For example, neural networks [6], support vector machines (SVM) [7], and
Gaussian mixture models [8] are applied to build the classifiers. In order to facilitate
the window searching process, Viola et al. [9] proposed a powerful face detection
framework based on AdaBoost and the cascade structure. AdaBoost is applied for
feature selection and classifier generation at each cascade node, and only those face
candidates passing the classifier at the current node are fed into the next node for
detailed verification. This framework quickly filters out many non-face patterns at the
first few nodes, which makes the system capable of real-time detection. Many recent
works adopted this structure for improvement, such as FloatBoost [10] and the
combination of forward feature selection (FFS) and linear asymmetric classifier (LAC)
in [11]. In our final project, we utilize the window-shifting scenario and focus on how
to build the classifier for selected window sizes.
2.2 Pose estimation, gender classification, and age estimation
Pose estimation is generally combined with face detection and face recognition
because these classifiers have to deal with different face poses for robust classification.
For example, M. Osadchy et al. [12] proposed a simultaneous system for multi-view
face detection and facial pose estimation. A convolutional network is employed to
map face images to points on a manifold parameterized by pose, and non-face images
to point far from that manifold. Heisele et al. [13] compared the performance of the
component-based face recognition against the global approaches, where a face
recognition classifier is built for each facial pose cluster.
Gender classification and age estimation have gradually become popular pattern
recognition topics in the last ten years. B. Moghaddam et al. [14] compared SVM,-

Figure 1: The flowchart of the FPGA classifier. Cropped image patches of face and non-face images
with age and gender ground truths are used as the training samples. Two kinds of features, LBP and
SIFT, are extracted from each image patch and further transformed into suitable format for PGM tool to
build and train the graphical model. When a test image patch comes in, the same feature extraction
process is performed, and the trained graphical model can infer face / non-face, male / female, and the
probable age interval for this patch.

LDA (linear discriminant analysis), and radial basis function networks for gender
classification, and later H. C. Lian et al. [15] combined LBP and SVM for multi-view
gender classification. For age estimation, A. Lanitis et al. [16] compared the
estimation performance of linear regression, nearest neighbor, neural networks, and
SOM (self-organized map) using AAM (active appearance model) feature. G. Guo et
al. [17] proposed to learn the manifold structure from facial images for age feature
extraction, and combined SVR (support vector regression) and SVM to robustly
estimate age for each face patch.
3. Feature Extraction For FPGA Classifier
In this section and the next section, the feature extraction, preprocessing steps such as
image processing and discretization, and the proposed graphical model structures are
described in detailed. The face image database we used contains over 60000 face
images, while most of them are not well-cropped, which means each face image
contains background part and human faces are not well-located in the center part. In
order to make feature extraction more reliable, we cropped each face image to a

rectangular box just bounding the human face by the AdaBoost face detector [18].
Two types of features are extracted in each cropped face patch: LBP and SIFT.
Because these features only extracts image information from the gray-scaled image
(also we could combine the result of each color channel together), each face patch is
pre-transformed from RGB color space into gray scale.
3.1 SIFT feature (scale invariant feature transform)
SIFT is an algorithm proposed by David Lowe [19] ito detect and describe local
features in images. SIFT features are locally detected and described (by 128
dimensions) based on the appearance of objects at particular interest points, and have
been examined to be scale-, rotation-, and translation-invariant. They are also robust
to changes in illumination, noise, and minor changes in viewpoint. In addition to these
properties, they are highly distinctive, relatively easy to extract, so we considered that
SIFT features are suitable for correct face identification with low probability of
mismatch and are easy to match against a (large) database of local features.
After SIFT features were extracted from face / non-face data, we performed
quantization on all of them (about 600000 feature points extracted from the training
images in total) via K-means clustering algorithm. This discretization process, also
called visual word codebook generation, is widely adopted in recent image and video
retrieval tasks [20]. In our final project, two different-sized codebooks are generated:
100 visual words and 1000 visual words
3.2 LBP feature (Local binary pattern)
LBP was first published in 1996 [21] for describing texture characteristics in
computer vision research and has been found very useful and powerful. The reason
why we adopted LBP as the second type of feature is that it is an efficient method for
extracting shape and texture information and robust to illumination and expression of
faces. There have been many face recognition works based on LBP features [22], and
fig. 2 gives an example of LBP feature calculation.
LBP features are extracted at all image pixel locations, where each of them can be
represented by an 8-bit number (256 types). Following the idea proposed in [22], we
further gathered 198 types of them into a single type and finally result in only 59
types to discard some meaningless features. After LBP features have been extracted
from an image patch, a 59-bin histogram can be calculated to get the LBP-feature
distribution. To take the spatial information into account, we considered both global
and local histogram, where the second scenario first partitions the image into nine
local blocks as shown in fig. 3 and then extracts the LBP histogram in each block.
Since the histogram is a continuous feature representation while the PGM tool can-

Figure 2: The calculation procedure for building LBP features.
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Figure 3: The adopted nine-block partitioning and LBP-feature map extracted from a face image.

only afford discrete features, only the indices of top 15 bins are recorded without
ordering as the features for each histogram. To be clearer, for global histogram, each
image is represented by 15 indices, and for local histogram, in order to model the
spatial layout we concatenated the top 15 indices of the nine blocks and generated a
representation with 9*15 = 135 dimensions for each image.
4. Graphical Model Structures For FPGA Classifier
In this section, the combination among features, desired tasks, and the graphical
model structures is described in detailed. The goal of FPGA classifier is that given an
image patch, the classifier is expected to tell us if the image patch contains a human
face or not. And if it does, the classifier will also estimate the age and determine the
gender for that person. Based on the simultaneous scenario we pursued, face /
non-face, gender, age, and the extracted features of an image must be modeled as
nodes in the graphical model structure. In addition, the relationships among these
nodes should also be modeled by directive or non-directive edges, which will be
discussed later. Each image has its specific face, age, gender labels as well as the
detected features, so in our model, nodes of an image template have no links with
nodes of the other image templates.

4.1 The design of each node
An image template is generated for a given image patch, which contains a face node,
a gender node, an age node as well as the extracted feature nodes of that image. The
number of possible values (discrete) of each node will affect not only the parameter
sizes and model complexity, but also the prediction accuracy. In table 1, the possible
values of each node are listed.
Table 1: Possible random values of each node in an image template
Node name

Node size

Random values

# nodes in a template

Face

2

Face / Non-face

1

Gender

2

Male / Female

1

Age

4

Child / Young / Middle / Old

1

LBP features

59

The index of each bin

(1) Global: 15
(2) Local: 15*9 = 135

SIFT features

100 / 1000

The index of each visual word

# detected SIFT points of that
image (around 500)

4.2 The basic graphical model structure
In the final project, three different graphical model structures are proposed: basic
(global) model, spatial (local) model, and hidden-node model. The basic model
extracts feature from the whole image patch without considering the spatial
information inside that image. Fig. 4 shows the image template of the basic model,
while in our implementation, we separate the image template into three sub-templates
for convenient usage of the PGM tool: facial template (contains face, gender, and age
nodes), LBP template (each LBP template only contains one LBP node), and SIFT
template (each SIFT template only contains one SIFT node). In other words, an
image template is equivalent to a facial template connecting with many SIFT and LBP
templates. The basic model considers face, gender, and age nodes together, where the
face node affects the other two and all of them have incorporated influences on the
SIFT and LBP feature of an image. Given an image patch as well as the extracted
features, all these three tasks could be inferred simultaneously and jointly.
4.3 The spatial model
The spatial model has achieved our desired goal, considering all tasks simultaneously,
while many valuable information of the given image are ignored. Each part of a
human face has its specific appearances and features, for example, the pictures of
males may have higher probability with beard between nose and mouth than females,
and the pictures of old men may have higher probability with wrinkles than young-

Figure 4: The basic (global) model. Each facial template contains three task nodes: face, gender, and
age, and these three nodes simultaneously affect LBP features and SIFT visual words extracted from
that image.

men. So if the spatial information of extracted features is taken into consideration, the
classification performance is expected to improve. To meet this concern, an image
patch (for both face and non-face training and testing images) is uniformly divided
into nine blocks as shown in fig. 3. Features are then individually extracted in each
block. To lower down the system complexity, only the LBP features are made locally,
not the SIFT feature. Fig. 5 shows the image template of the spatial model, where the
face, age, and gender nodes are jointly affects the nine LBP feature groups (each
group contains 15 nodes).
4.4 The hidden-node model
The spatial model explicitly models the relation between facial template (face, gender,
and age) and spatial LBP features. To further increase the strength of our model, other
aspects affecting the classification performance should also be studied and modeled.
For a human face image, even if the face, gender, and age labels are given, the actual
appearance of that person can’t still de determined. The race, skin color, personal
uniqueness, living condition of that person, occlusion or cluttering of the image, and-

Figure 5: The spatial (local) model. Each facial template contains three task nodes: face, gender, and
age, and these three nodes simultaneously affect each spatial LBP feature groups and SIFT visual
words extracted from that image.

even some decorations on the face (glasses or nose ring) will also result in variations
in the extracted features. Besides, the correct relationship between the facial labels
and the extracted features haven’t been found yet, so a looser connection rather than
directly linking the face, gender, and age nodes with the feature nodes is desired. The
hidden-topic concept introduced in [23] provides a great structure to model our
consideration. Between a facial template and its corresponding feature templates, an
additional template, hidden template, is included. A hidden template contains nine
nodes, each stands for a spatial location of an image patch. Nodes in the facial
template now link with nodes in the hidden template, and the nodes in the hidden
template further connect with the extracted features. The values of each hidden nodes
are treated as missing values, which can used to model the unknown knowledge we
haven’t discovered. For computational efficiency, only ten possible topics are set for
each hidden node, and the hidden-topic model could be trained using the EM
(expectation maximization) algorithm. Fig. 6 shows the hidden-topic model structure,
where the hidden template is marked by a blue box.

Figure 6: The hidden-topic model. Each facial template contains three task nodes: face, gender, and
age, and these three nodes simultaneously affect each hidden nodes. The hidden nodes then further
connect with spatial LBP feature groups and SIFT visual words extracted from that image.

5. Experimental Results
In this section, the experimental setting, results, and discussions about our models are
presented.
5.1 Database usage
In our final project, both the Morph [24] and FG-NET database [25] are used as the
face image set, and we gathered over 4000 non-face images from on-line resources as
well as some course provided dataset to build the non-face image set. Table 2 briefly
introduces these dataset. As described in Section 3, all these face images are
pre-processed by the AdaBoost face detector to crop and locate human faces.
5.2 Experimental results of the proposed graphical model structures
As introduced in Section 1, until the deadline, not all the structures we proposed in
Section 4 have been successfully implemented. The SIFT features (visual word) have
too many possible values based on the codebook size and too many detected features
for each image (around 500), which makes the PGM tool run extremely slowly, so-

Table 2: Training and testing dataset
Database Name

Access

Morph

On-line available

Content
(1) Two dataset: 1690 (gray-scaled), 55608 (colored)
(2) Age and gender are given

FG-NET

On-line available

(1) 1002 face images
(2) Age and gender are given
(3) Some images are colored and some are gray-scaled

Non-face

Self-gathered

(1) Around 4000 images
(2) Some about objects and some about scenes

we didn’t use them in this report. In addition, the hidden-node model also faces
problems about computational cost, so we haven’t done it yet.
The experimental results and discussions about the basic and spatial models with
LBP features are described in the following sub-sections. The face detection accuracy
over all testing pictures, the gender classification accuracy over all “face images”, and
the accuracy and cross category error of age estimation over all “face images” are
calculated. The formula for computing the cross category error is shown as below:

(1)
, where
and
denote the ground truth age class and the estimated age class. The
difference indicates how large the classification error is, for example, if a young
person is misclassified as middle, the error will be 1, while if misclassified as old, the
error is 2.
5.2.1 Basic model with top 15 LBP features
The basic model is trained with 747 images including 500 faces and 247 non-faces.
The same training set and features are used to train a RBF-kernel SVM classifier
(with validation), and a testing set with the same size is used to judge the
performances. The LIBSVM tool [26] is used for training and testing purposes of
SVM. Table 3 and fig. 7 presented the experimental results.
Table 3: The experimental results of the basic model with LBP features and the RBF-kernel SVM
Tasks

Basic model (%)

RBF-kernel SVM (%)

Face detection

88.09%

85.03%

Gender classification

63.60%

73.38%

Age estimation

54.20%

68.93%
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Figure 7: The cross category error of age estimation based on the basic model. The x-axis shows the
cross-category error (0 means correct estimation) and the y-axis shows the number of testing images
belonging to that error class.
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Figure 8: The cross category error of age estimation based on the spatial model. The x-axis shows the
cross-category error (0 means correct estimation) and the y-axis shows the number of testing images
belonging to that error class.

5.2.2 Spatial model with 135 LBP features
The spatial model is trained with 600 images including 300 faces and 300 non-faces.
The same training set and features are used to train a RBF-kernel SVM classifier
(with validation), and a testing set with the same size is used to judge the
performances. Table 4 and fig. 8 presented the experimental results.

Table 4: The experimental results of the spatial model with LBP features and the RBF-kernel SVM
Tasks

Basic model (%)

RBF-kernel SVM (%)

Face detection

92.67%

98.84%

Gender classification

84.00%

71.49%

Age estimation

71.33%

73.27%

5.2.3 Comparison and discussion
As shown in the above plots and tables, we found that without the spatial information,
both the basic graphical model and SVM got poor performances. The basic model
performs slightly better than SVM for face detection, but worse for the other two
tasks, especially the age estimation accuracy. We further analyzed the cross-category
error and found that most of the errors belong to error class 1 (misclassified to the
neighbor class), which means the error is not too serious as the accuracy term shows.
After considering the spatial information with 135 LBP features, both the accuracy
and cross-category error for all the tasks improve a lot for both the spatial model and
SVM classifier. The spatial model performs a little bit worse than SVM for the face
detection and age estimation tasks, but much better for the gender classification task.
These experimental results not only showed that our graphical model assumption
based on spatial information and LBP features are reasonable and valid, but also
stated that our model could achieve comparable performances with the state-of-art
classifier, SVM.
5.3 Comparison between discrete and continuous features
Because of the limitation of the PGM tool, all our features must be discretized before
fed into the system. Discretization or quantization get rids of some important
information and may result in noise for samples with values nearly the quantization
boundaries. To show how the discretization degrades the classification performance,
both the discrete spatial LBP features used in Section 5.2.2 and the continuous spatial
LBP histogram are utilized to train two RBF-kernel SVMs. 600 images with 300 faces
and 300 non-faces are used as the training set, and a testing set with the same size are
used for judgment. As listed in Table 5, the continuous features did perform better
than the discrete features.
Table 5: The comparison between discrete and continuous spatial features based on SVM
Tasks

Discrete features

Continuous features

Face detection

98.84%

98%

Gender classification

71.49%

81%

Age estimation

73.27%

75.5%

6. Conclusion And Future Works
To our knowledge, there are not too many works try to combine the problems of face
detection, gender classification, and age estimation together. In previous approaches,
they modeled each problem separately and formulated them as machine learning
problems and then solved them via SVM (Support Vector Machine) or other
classifiers. In this work, the goal is to explore the potential relation among these tasks
based on graphical model, trying to utilize the information to improve each task's
performance, and then compares with SVM.
Our experimental results showed that our graphical model structures can achieve
better performance than SVM in some situations (e.g. considering spatial information
of LBP). Although the accuracy of age classification achieve by our model was only
54.20%, but the analysis of "Cross Category Error" was reasonable.
However, still in some situations the SVM's performances are better than our model.
In our experiments, the first thing we observed that different features and different
database result in different performances, so in the following future, we will try other
model structures and other feature types to explore the best combination among them
to achieve better performance. Second, although LBP is a good feature type to
describe the faces’ characteristics, we will try to utilize SIFT features or combination
of LBP and SIFT to achieve the higher accuracy in prediction. To make the modeling,
training, and inference more efficiently, we may also try other tools such as Matlab or
WEKA to see if we can successfully complete those un-finished models.
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